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Session Prerequisites

A Basic understanding of:
T-SQL
Table Design

A Desire to understand indexing as applied to SQL
Server




Module Overview

A Core Indexing Concepts
A Designing Indexes
A Maintaining Indexes



Why Index At All?

A ANSI SQL does not mention indexing
A Performance only
A May be used to implement constraints




Index Types

A Clustered

A Non-Clustered
Filtered
Non-filtered
A XML
Primary
Secondary (PATH, VALUE, PROPERTY)

A Spatial
Over Geometry and Geography
A Not covering XML or Spatial in this session




Page Structure

Heap

A Used for tables without clustered indexes

A No specific logical position for any given row
A Data pages allocated as required

A Pointed to via IAM (like indexes)

A Addressing rows:
File : Page : Slot



Page Structure

Heap

Singl e Page Allocation
Slot 0 = (1:174)dSlot 1 = (1:41)...

Extent Alloc Status Slot 1 @x3632C0C2
(1: -(1:168) NOT ALLOCATED
-(1:184) ALLOCATED
: 256) NOT ALLOCATED
:288) ALLOCATED
1 328) NOT ALLOCATED
1 22624) ALLOCATED

343505 (C0000004736 20060516
347736 C0000014160 20060523
386520 (C0000019321 300 20060622

416891 (C0000004708 135 20060901

440317 (0000019120 81 20061005
717441 C0000001686 271 20071114

1:266 1:267 1:268 /-~ 1:269 1:270 1:271
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Page Structure

Clustered Index

AnbData physically stored 1 n
Common misconception

Data within pages is stored in order
Pages logically linked in order
Index structure is balanced B+ tree

Rows inserted have single logical target location when
unique

Unigueifier added when non-unique
Leaf level of index is actual data
Index limited to 900 bytes and 16 columns

D> v v D
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Page Structure
Clustered Index

Singl e Page Allocation @x3642C08E
Slot 0 = (0:0) Slot 1 = (0:0)

Extent Alloc Status Slot 1 @x3642C0C2
(1:0) -(1:22064) = NOT ALLOCATED
122072) - (1: 24256 ALLOCATED
1 24264) - NOT ALLOCATED
1 24272) - (1: 32344 ALLOCATED
:32352) - = NOT ALLOCATED

1:47184
page#
NULL

20041208
20041210

20050118
20050118
20050118

1:47120 1:47121

20041202 NULL . 20041208
20041203 NULL ... 20041208
20041203 i aoo 20041208

20041207 4 ... 20041210

20041207 B ooo 20041210
20041208 NULL ... 20041210
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1:47186
page#

20050118
20050206
20081116
20081205
20081225

1:47185

20050118
20050118
20050118
20050206
20050206
20050206

1:47122

20041210
20041210
20041210
20041212
20041212
20041212

orderdate

20081231
20081231
20081231
20081231
20081231
20081231

1:36838

20081225
20081225
20081225
20071231
20071231
20071231

20081231
20081231
20081231
20081231
20081231
20081231

orderid

999716
999717
999718

999757

999758
999759

page#

custid

0000015545
0000011129
0000011129

0000010921
0000012275
0000003426

20081231
20081231
20081231
20081231
20081231
20081231

nor ecol s




Page Structure
Non-Clustered Index over Heap

A Same stucture as clustered index on non-leaf levels
A Same index column and size limitations

A No data stored at leaf level

A Leaf level hold row pointers instead of data



Page Structure
Non-Clustered Index over Heap

orderid page#

1: 22696
335259 1:22697
670517 1:22699

Singl e Page Allocation @x3623C08E
Slot 0 = (0:0) Slot 1 = (0:0)

Extent Alloc Status Slot 1 @x3623C0C2

(1:0) -(1:22624)= NOT ALLOCATED

(1:22632) - (1: 22696) = ALLOCATED

(1: 22704) - (1: 22752) = NOT ALLOCATED

(1: 22760) - (1: 24256) = ALLOCATED ) orderid
(1: 24264) - = NOT ALLOCATED 1:22698

orderid page# 0909846
: 999847
335259 :
670517 : 999848
999998
999999
1000000
1:22696 1:22697 1:22699

orderid page# orderid orderid page#

g 335259 2 670517
540 : 335789 : 671056 123941
1079 5 336337 8 671595

333642 | 1:.23315 668900 2 998768
334181 | 1:23316 669439 2 999307
334720 | 1:23317 669978 : 999846

1:22632 1:22633 1:22634 1:24558 1:24559

orderid orderid orderid orderid orderid

999307 1:26079: 999846
1:17158: 8 B 999308 1: 2502: 999847
1:21259: 8 B 999309 1:15567: 999848

1: 25295: g 3 999843 1. 7935: 999998
1. 866: : 5 999844 1:10799: 999999
1:11295: 5 3 999845 1: 7257: 1000000
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Page Structure
Non-Clustered over Clustered

A Same non-leaf structure as when above a heap

A Leaf level hold clustering key (s)

A Also holds uniqueifier when non-unique clustering key
A Two layers of index lookup occurring



Page Structure
Non-Clustered over Clustered

orderid

1: 42016
218994 1:42017
437978 1:42019
656966 1:42020

Singl e Page Allocation @x35C6C08E 875952 1:42021
Slot 0 = (0:0) Slot 1 = (0:0)

Extent Alloc Status Slot 1 @x35C60C0C2

(1:0) -(1:41944) = NOT ALLOCATED

(1:41952) - (1: 42016) = ALLOCATED

(1:42024) - (1: 42072) = NOT ALLOCATED / :

(1: 42080) - ( 1: 44856) = ALLOCATED orderid row | ocator

(1:44864) - (1: 57104) = NOT ALLOCATED 1:42018
orderid page# 999883 20081231, 393

999884 20081231, 394

2AGII0 999885 20081231, 395

437978
656966

e s 999998 20081231, 308
999999 20081231, 309
1000000 20081211, 646
1:42016 1:42017 1:42021
page# i page# i page#

218994 3 875952
219346 142639 876304 1 44505
219698 142640 876656

217938 3 436922 1 43257 999178

218290 3 437274 143258 999531
218642 : 437626 143259 999883

1:41952

orderid row |ocator i orderid row | ocator i orderid row |ocator

20050101, 171 20041223, 48 20050102, 999531 20081231, 139 999883 20081231, 393
20050101, 172 20050101, 564 20050102, 999532 20081231, 140 999884 20081231, 394
20050101, 173 20050101, 565 20050102, 999533 20081231, 141 999885 20081231, 395

20050101, 579 20041226, 6 20050102, 258 999880 20081204, 677 999998 20081231, 308
20050101, 580 20050102, 5 20050102, 259 999881 20081231, 391 999999 20081231, 309
20050101, 581 20050102, 6 20050102, 260 999882 20081231, 392 1000000 20081211, 646

ZMNSOLIDQ

AUSTRALIA



Page Structure

Choice of Clustering Key(s)
A Static
A Short

A Monotonically increasing
A Unique



Index Effectiveness
Column Order

A Really does matter
A Overall ordering can be quite important
A Seek followed by scan is desirable outcome

A If order unimportant for joins or output, consider rapid
selectivity when designing
Minimises I/O



Index Effectiveness
Uniqueness

A Indexes do not have to be unique

A Can be created as UNIQUE or keyword omitted
Default is non-unique

A SQL Server must be able to identify an individual row
A Uniqueifier added to clustering key when needed



Index Effectiveness

Index Depth

A Common misconception about depth of indexes
A Index structure has high span rate
A Most indexes quite shallow




Index Effectiveness

RID/Clustered Index Lookups

A Non-clustered indexes useful when very selective
A How selective is selective?

A Cost of RowID/Clustering Key lookups very important

] >

Hested Loops Index Seek (NHonClustered)
(Inner Join| [Orders] . [PE_QOrders]

Cost: 0 % Cost: &5 &

g AT

Key Lookup (Clustered
[Orders]. [idx cl_od]
Cost: 35 %
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Index Effectiveness
Covering Indexes

A Avoid the need for lookups

A Index fully covers the query
JOIN criteria
WHERE predicates
ORDER BY columns
SELECTed columns

A Can be a silver bullet
Still require careful design consideration
Not possible to optimise every query




Index Effectiveness
Included Columns

A Help building covering indexes

A Typically involves columns only used in SELECT clause
A Avoids need for very wide index structures

A Order of column definition is not relevant

A Can include BLOB columns
But be careful with this

Online operations not permitted when BLOB columns present in
INCLUDEd columns

ZMNSOLIDQ
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Index Effectiveness

Clustering Key Within Index

A Build an index on the clustering key
Index component column
Included column

A Is the clustering key stored again?
<2005 : Yes
2005+ : No



demonsiration

Covering Indexes



Module Overview

A Core Indexing Concepts
A Designing Indexes
A Maintaining Indexes



Indexing for Constraints

Primary Key

A One candidate key

A In relational design, one candidate key not more
Important than others
But useful for consistency

A Candidate keys must be:
Unigue
NOT NULL

A Index is created internally to support the Primary
Key

A SQL Server creates it as clustered by default if no
existing clustered index

ZMNSOLIDQ
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Indexing for Constraints
Unique Constraint

A Internal index is created to support a unique constraint
A Index is added/removed via the constraint, not
separately

A In theory, could be replaced by other uniqueness
mechanisms
No other good option yet J



Indexing for Constraints

Foreign Key

A Candidate key of another table stored in this table
Primary key
Unique column

A No index is automatically created

Common cause of performance issues

Usually important to have any foreign keys as first components
of a non-clustered index




Designing Indexes

Data Types - GUID

A 128 bit value
A Random order when generated

A Common cause of fragmentation when used as
clustering key

A NEWID()
A NEWSEQUENTIALID()

Added in 2005 but misses main issue with GUID use



Designing Indexes

Data Types - Bit

A Individual bit valuei 0 or 1
A Can be indexed

A Common misconception that indexing it not useful
Totally depends on selectivity and usage patterns

A Keep Books Online up to date J




Designing Indexes
Data Types 1 Identity Columns

A INT or BIGINT

A Auto-incrementing

A Good candidate for clustering key
A Can specify seed and increment

A Common misconception that they are unique
SET IDENTITY INSERT ON

If not primary key, unigue constraint needed to ensure
unigueness
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Designing Indexes
Ascending/Descending

A For single column indexes, not really an issue
SQL Server can easily start at either end and read

A Poor scanning of composite indexes when incorrect
order specified

A Individual components can be ascending or descending



Choosing Indexes
Selectivity

A Very important for effective index use
Particularly when involving non-clustered indexes and lookups

A Seek (if necessary followed by scan) ideal
A Minimising I/0O (volume and latency) is always the target

A Measure of how many rows are selected compared to
total number of rows
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AUSTRALIA



Choosing Indexes

Density

A Also used by SQL Server when selecting indexes
A Measure indicating prevalence of duplicated values
A s everyone named Jones or Nguyen?




Choosing Indexes
Statistics

A SQL Server needs to make indexing choices
A Needs to understand the layout of the data

A Statistics provide this info
Cardinality statistics (row counts, etc.)
Distribution statistics (value ranges and density)

A Must be up-to-date
Otherwise, sub-optimal index choices



Indexing Strategy

Reasonable Design Starting Point

A Appropriate clustering strategy
A Primary key declared

A Unique constraints declared

A Foreign keys indexed

A Then consider usage

Expected usage
Actual usage



Indexing Strategy
Missing Indexes - DTA

A Database Tuning Advisor
Was Index Tuning Wizard pre 2005

A Microsoft tool for finding Missing Indexes

A Becoming a problem when recommendations followed
blindly

A Optimises workloads rather than queries
A Tends to favour many statistics rather than indexes
A Can be used to optimise a statement from SSMS

A Hypothetical indexes created for testing
Can be left behind in database
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Indexing Strategy
Missing Indexes - DMVs

A Dynamic Management Views and Functions

A 1stintroduced in 2005

A Much improved in 2008

A Query-oriented rather than workload-oriented

A Appear in graphical execution plans in SSMS 2008
A Be very careful about applying all recommendations
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High Performance
Indexed Views

A Can be the ultimate silver bullet
Quickest way to calculate something is to already have the answer

A Index added over a view

Similar to materialized view in other database engines
Maintained synchronously
Limitations on allowed queries

A Issues with connection SET options

A Enterprise Edition to automatically use
NOEXPAND hint helps in other editions

ZASOLIDQ
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demonstration

Missing Index DMVs



Module Overview

A Core Indexing Concepts
A Designing Indexes
A Maintaining Indexes



Index Maintenance
Reorganisation/Rebuilding

A Regular index maintenance typically required for
optimal performance

A REORGANIZE i leaf level reorganisation
A REBUILD i complete rebuild

A WITH DROP_EXISTING = ON
Replace existing index

Can be used with clustered index
A Logged operations

Regular cause of issues with log growth and/or log
shipping
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Index Maintenance
Online Operations

A Many systems have no maintenance windows
A Not identical but very similar to offline operation

A Restrictions on operations and data types
INCLUDEd BLOB columns

A Key reason for Enterprise Edition purchase



Index Maintenance
Fragmentation

A Causes excessive scan times in I/O
Drive seek time problem
Impact changes with technology
SSDs
FusionlO
A GUID clustering keys a very common cause
Consider identity key not in data model




Index Maintenance

FILLFACTOR, PADINDEX

A FILLFACTOR leaves space in index to assist with
random INSERT operations

0,100 indicate full (O = not user-specified)
Other: percentage of used space

A Tradeoff of INSERT and SELECT performance
A PADINDEX extends to non-leaf levels

ZMNSOLIDQ

AUSTRALIA



Index Maintenance
Detecting Fragmentation - DMVs

A DMV to show layout of index
sys.dm_db_index_physical_stats
avg_fragmentation_in_percent

A Seeks vs scans

A DMV to show usage style of index
sys.dm_db index_operational_stats
range_scan_count



Index Maintenance
Heap Fragmentation

A Possible?

A Forwarding Pointers

A Only ever single level of indirection
A ALTER TABLE WITH REBUILD




Optimisation
Disabling Indexes

A Possible since 2005

A Remove impact of indexes during intensive DML
operations

A Avoids need to drop and recreate index metadata

A Reinstate via:
REBUILD
CREATE INDEX WITH DROP_EXISTING = ON

A Can disable clustered index but no access to table data
while disabled

ZMNSOLIDQ
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Optimisation
Unused Indexes

A DML overhead for no advantage

A Not as big an issue as many suspect but needs
attention regardless

A DMV to help locate these

select * from sys.dm_db_index_usage_stats

last_user_seek, last_user_scan, last_user_lookup,
last_user_update

last_system_seek, last_system_scan, last_system_lookup,
last_system_update
A Beware: execution plans can use indexes that are not
shown as being used
Presence of an index can effect plan choices

ZMNSOLIDQ

AUSTRALIA



Optimisation
Duplicate/Redundant Indexes

A Worth periodically checking
A Appear at surprising number of sites
A Reduce DML performance for no benefit

A Not the same as subset indexes
Subset indexes can be a tradeoff



demonstration

Index Fragmentation



Session Summary

A Understanding of SQL Server indexing structures
IS helpful

A Important to have a reasonable starting strategy
A Important to have a process for improvement
A Tuning is never done (unless the system is static)




Upcoming Training

A Melbourne
Advanced T-SQL i 239 November (5 days)
Solving Business Problems with MDX i 23" September (3 days)
Working with SQL Server 2008 Integration Services i 39 August
(2 days)

A Other cities

Good variety of courses available now
Travel rebate available for attendees from other capital cities




Rushabh Mehta coming to visit

A End to End Business Intelligence

A 5™ October (5 days)

A PASS Executive Vice President

A Also heading to the SQL Code Camp




